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CrystalFlow: a flow-based generative model
for crystalline materials

Xiaoshan Luo 1,2, Zhenyu Wang 1,3, Qingchang Wang 1, Xuechen Shao1,
Jian Lv 1 , Lei Wang4 , Yanchao Wang 1 & Yanming Ma 1,2,3,5

Deep learning-based generativemodels hold significant promise for exploring
the configuration space of crystalline materials, though their application
remains in its early stages. In this study, we present CrystalFlow, a flow-based
generative model designed to address the unique challenges of this domain.
By combining Continuous Normalizing Flows and Conditional Flow Matching
with a graph-based equivariant neural network and symmetry-aware data
representations, CrystalFlow efficiently models lattice parameters, atomic
coordinates, and atom types. This architecture enables data-efficient learning
and the generation of high-quality crystal structures. Our results indicate that
CrystalFlow achieves performance comparable to state-of-the-art models on
established benchmarks while exhibiting versatile conditional generation
capabilities (e.g., predicting structures under specific pressures or material
properties), and is approximately an order of magnitude more efficient than
diffusion-based models in terms of integration steps.

Theprediction of the stable arrangement of atomswithin a crystal, given
specific chemical compositions and external conditions, is a long-
standing challenge known as crystal structure prediction (CSP)1. This
fundamental problem can be framed as a global optimization task on
the potential energy surface (PES) of materials, which has far-reaching
implications in the fields of physics, chemistry, andmaterials science, as
the atomic structure of a crystal directly governs its physical and che-
mical properties2–4. During the past few decades, substantial advance-
ments have been achieved in CSP, primarily attributed to the evolution
of a diverse array of CSP methodologies and software, grounded in the
integration of sophisticated structural sampling techniques, optimiza-
tion algorithms, and quantum-mechanical calculations5–11. Today, these
computational tools are indispensable in modern computational sci-
ence, offering critical insights into the phase diagrams of condensed
matter and facilitating the design of novel materials with tailored
properties. This progress has led to numerous groundbreaking dis-
coveries, such as the identification of high-pressure superhydride
superconductors with record-breaking critical temperatures12–15.

Despite widespread successes, CSP remains inherently challen-
ging. The dimensionality of the PES increases linearly with the
number of atoms in the unit cell, while the number of local minima
escalates exponentially16. These factors result in unfavorable scaling
properties of CSP with respect to system size, and the pursuit of
more efficient and robust methodologies for structure sampling in
the vast crystal space remains a persistent endeavor within this
domain.

Recent advancements in deep learning generative models have
introduced transformative methodologies for understanding the
underlying distributions of high-dimensional data and generating
realistic samples. The remarkable capabilities of these generative
models have been demonstrated in areas such as large language
models17, image generation18, and protein design19. Coupled with the
rapid expansion of comprehensive materials databases, these mod-
els present a promising strategy for efficiently sampling the vast
crystal space, thereby helping to address the sampling challenges in
CSP. Along this line, several generative models specifically designed
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for crystal structures have been proposed employing variational
autoencoders20–26, generative adversarial networks27–29, diffusion
models30–36, flow models37, stochastic interpolants38, and auto-
regressive models39–49. These advancements have led to improved
generation performance in terms of metrics such as stability, new-
ness, and uniqueness of the generated samples, as well as enhanced
predictive power.

Most state-of-the-art crystal generative models can be broadly
categorized into two main types based on the data representation:
graph-based models and string-based models50,51. Graph-based
models are frequently combined with diffusion/flow techniques
and equivariant message passing networks. This combination is
particularly effective in capturing the intrinsic symmetries of crystal
structures, such as permutation, rotation and periodic translation. A
prominent example in this category is the Crystal Diffusion Varia-
tional Autoencoder (CDVAE)24 which effectively integrates diffusion
processes within the framework of a variational autoencoder. By
utilizing SE(3) equivariant message-passing neural networks, CDVAE
is able to account for key symmetries of crystals, demonstrating
superior performance in terms of structural and compositional
validity compared to previous models. Recent advancements along
this line are represented by models such as DiffCSP30, MatterGen31,
UniMat32, and FlowMM37, which jointly generate lattice, atomic
coordinates, and/or atomic types, achieving steady improvements
across various standard generative metrics. Furthermore, extensions
of CDVAE have been developed for conditional generation based on
specific material properties, broadening its applicability25,26. Con-
versely, string-based models utilized sequential tokenization of
crystal structures39–47, such as standard Crystallographic Information
Files (CIFs), or SLICES39. These models typically employ transformer
to learn and process the sequential data, capturing the structural
information encoded in these formats. Although these models gen-
erally do not explicitly consider the symmetry of crystals, they are
well-suited for scaling up to work with much larger and more
diverse training data, and enabling co-training with multimodal
contents, in the same fashion as large language models.

Notably, space group symmetry, a critical inductive bias for
modeling crystalline materials, has been introduced into both graph-
based and string-based models, such as DiffCSP++33, SymmCD34,
CrystalFormer42, CHGFlowNet52, WyFormer47, and SGEquiDiff53. This
advancement mitigates the challenge of generating structures with
high symmetry and enablesmoredata- and compute-efficient learning.
Recent advancements in this field have led to the emergence of unified
generative frameworks that can simultaneously model molecules,
crystals, and proteins within a single architecture, thereby exhibiting
enhanced generalizability across a broad spectrum of chemical
spaces36,48,49. Furthermore, the integration of structure generation and
property prediction within a unified model has been shown to sub-
stantially improve both the fidelity and efficiency of generated struc-
tures, facilitating more accurate and versatile applications54.

In this study, we present CrystalFlow, an advanced generative
model for crystalline materials that addresses key challenges in the
rapidly evolving field of crystal generative modeling. Existing
approaches, such as diffusion-based models, often require a large
number of integration steps, leading to significant computational
inefficiency, while string-based language models struggle to capture
the intrinsic symmetries of crystals. To overcome these limitations,
CrystalFlow employs Continuous Normalizing Flows (CNFs)55 within
the Conditional Flow Matching (CFM) framework56,57, effectively
transforming a simple prior density into a complex data distribution
that captures the structural and compositional intricacies of crys-
talline material databases. This approach simultaneously generates
lattice parameters, fractional coordinates, and atom types for crys-
talline systems, while establishing a symmetry-aware design through
recent advancements in graph-based equivariant message-passing

networks. By explicitly incorporating the fundamental periodic-E(3)
symmetries of crystalline systems, CrystalFlow enables data-efficient
learning, high-quality sampling, and flexible conditional generation.
Our evaluation demonstrates that CrystalFlow achieves performance
comparable to or surpassing state-of-the-art models across standard
generation metrics when trained on benchmark datasets.
Additionally, when trained with appropriately labeled data, Crystal-
Flow can generate structures optimized for specific external pres-
sures or material properties, underscoring its versatility and
effectiveness in addressing realistic and application-driven chal-
lenges in CSP.

Results
CrystalFlow model
The architecture of CrystalFlow is schematically illustrated in Fig. 1,
with a detailed description of the methodology provided in the
Methods section. Following established conventions in the crystal
generative modeling community, a unit cell of a crystalline structure
containing N atoms is represented as M= ðA,F,LÞ. In this representa-
tion, A= ½a1,a2, . . . , aN � 2 Ra×N encodes the chemical composition,
where each atom type is mapped to a unique a-dimensional catego-
rical vector. The fractional atomic coordinates within the unit cell are
denoted by F= ½f 1, f2, . . . , fN � 2 0, 1½ Þ3×N , and the lattice structure is
described by the lattice matrix L= ½l1, l2, l3� 2 R3 × 3.

To ensure rotational invariance in the lattice representation, an
alternative parameterization of L is adopted using a rotation-invariant
vector k 2 R6, derived via polar decomposition as
L=Q exp

P6
i= 1 kiBi

� �
. Here, Q is an orthogonal matrix representing

rotational degrees of freedom, expð�Þ denotes the matrix exponential,
and fBig6i= 1 2 R3 × 3 forms a standard basis of symmetric matrices33.
This parameterization effectively decouples rotational and structural
information, providing a compact and symmetry-preserving repre-
sentation of the lattice.

In the context of CSP, the primaryobjective is to predict the stable
structure for a given chemical composition A under specific external
conditions, such as pressure P. To achieve this, we propose a gen-
erative model that learns the conditional probability distribution over
stable or metastable crystal configurations, denoted as p(x∣y). Here,
x = (F, L) represents the structural parameters, while y = (A, P) serves as
the conditioning variables. In cases where the chemical compositionA
(i.e., atom types) is not pre-specified-a task referred to as de novo
generation (DNG)-the model extends its scope to simultaneously
predict not only the structural parameters (F, L) but also the atom
types A.

The proposed framework, CrystalFlow, models the conditional
probability distribution over crystal structures using aCNF approach55,
which are trained using CFM techniques56,57. This advanced generative
modeling technique establishes a mapping between the data dis-
tribution q(x1) and a simple prior distribution q(x0), such as aGaussian,
through continuous and invertible transformations. This formulation
enables efficient sampling and exploration of complex, high-
dimensional data spaces. The architecture employs a equivariant
geometric graph neural network (GNN) to parameterize time-
dependent vector fields for the lattice L, fractional atomic coordi-
nates F, and atomic types A, which collectively define the flow trans-
formations and explicitly preserves the intrinsic periodic-E(3)
symmetries of crystals, including permutation, rotation, and periodic
translation invariance.

During inference, random initial structures are sampled from
simple prior distributions and evolved toward realistic crystal config-
urations through a learned conditional probability path. The model
employs numerical ordinary differential equation (ODE) solvers to
generate crystal structures, with adjustable integration steps to bal-
ance computational efficiency and sample quality. This capability
allows for the efficient generation of stable and metastable crystal
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configurations, enabling the exploration of new materials and their
properties.

We evaluate the performance of CrystalFlow on a diverse set of
crystal generation tasks using datasets that span a broad range of
compositional and structural diversity. The model’s effectiveness is
systematically benchmarked against existing crystal generation
methods using standard evaluation metrics. Furthermore, the quality
of the generated structures is thoroughly analyzed through detailed
density functional theory (DFT) calculations.

CSP performance on MP-20 and MPTS-52 datasets
We begin by evaluating the performance of CrystalFlow using two
widely recognizedbenchmarkdatasets,MP-20andMPTS-5258. TheMP-
20 dataset comprises 45,231 stable or metastable crystalline materials
sourced from theMaterials Project (MP), encompassing themajority of
experimentally reported materials in the ICSD database with up to 20
atomsper unit cell. In contrast,MPTS-52 represents amorechallenging
extension of MP-20, containing 40,476 crystal structures with up to 52
atoms per unit cell, organized chronologically based on their earliest
reported appearance in the literature. The datasets are divided into
training, validation, and test subsets in a manner consistent with pre-
vious studies.

In accordance with standard practice, the predictive perfor-
mance of the model is evaluated by calculating its match rate (MR)
and the root mean squared error (RMSE) on the test set24,30,31,37.
Specifically, for each structure in the test set, k candidate structures
are generated using CrystalFlow, and it is determined whether any of
the predicted structuresmatch the ground truth structure. TheMR is
defined as the fraction of structures in the test set that are success-
fully predicted. To match structures and evaluate their similarity, we
employ the StructureMatcher function from the Pymatgen
library59. For consistency with prior studies, the same threshold
parameters are used: ltol=0.3, stol=0.5, angle_tol=10 (see
Methods for details). For matched structures, the RMSE between the
positions of matched atom pairs is calculated and normalized by
ð�V=NÞ1=3, where �V is the volume derived from the average lattice
parameters. It is important to note that, while this benchmarking
approach assumes known compositions, real-world CSP is often

more general and challenging, as the precise stoichiometry may be
unknown or only partially specified.

The MR and RMSE values for CrystalFlow at k = 1, 20, and 100 on
the MP-20 and MPTS-52 datasets are presented in Table 1, alongside
comparisons with other crystal generative models, including CDVAE,
DiffCSP, and FlowMM. While k = 1 is conventionally used for bench-
marking, practical CSP requires generating multiple candidate struc-
tures per composition to effectively explore complex energy landscapes
and capture both stable and metastable (polymorphic) structures.
Therefore, we report results at different k for a more realistic and
comprehensive evaluation. The results indicate that CrystalFlow
achieves performance that is comparable to or exceeds that of state-of-
the-art models. On the MP-20 dataset, CrystalFlow demonstrates com-
parable MR and RMSE values to FlowMM, outperforming CDVAE and
DiffCSP.On themore challengingMPTS-52 dataset, CrystalFlowachieves
the best performance among all four models, highlighting its superior
predictive capability. MR and RMSE values calculated using more strin-
gent threshold parameters, as well as RMSE computed over all predic-
tions (RMSE-all, including both matched and unmatched pairs), are
presented in Supplementary S1. As anticipated, the application of stric-
ter (i.e., smaller) tolerance values leads to a reduction in bothmatch rate
and RMSE, as only more closely matching structures are considered
equivalent. Notably, the relative performance ranking among the eval-
uated methods remains largely unchanged under varying criteria.

A direct comparison of inference times for CrystalFlow and
other state-of-the-art models, all benchmarked on the same GPU
device (NVIDIA A800), is provided in Table 1. These results clearly
show that CrystalFlow is approximately an order of magnitude faster
than the diffusion-based model DiffCSP, while maintaining compar-
able or superior generation quality. This substantial efficiency gain is
primarily due to the significantly fewer integration steps required by
flow-based models such as CrystalFlow and FlowMM. Here, the
integration step refers to the number of discrete numerical steps
used by the ODEs (in flow-based models) or stochastic differential
equations (in diffusion-based models) solver during the generation
process. Fewer integration steps not only accelerate sample gen-
eration but also reduce computational cost, making the model more
practical for large-scale applications.
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Fig. 1 | Model architecture of CrystalFlow. Random structures, represented by
lattice representations k0, fractional coordinates F0, and atom types A0, are sam-
pled from prior distributions. Real structures, characterized by k1, F1, and A1, are
sampled from the dataset. Continuous normalizing flows are established between
these two distributions, defined by vector fields uk
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Intermediate structure components kt, Ft, and At at a given time t, along with
conditioning variables, serve as inputs to a graph neural network, which outputs
vector fields vk

t , v
F
t , and vA

t (omitting model parameters θ). The model is trained by
regressing the vector field v to match u. For crystal structure prediction tasks,
A0 ≡ A1 is fixed as a conditioning variable.
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CSP performance on MP-CALYPSO-60 dataset
We further evaluate the performance of CrystalFlow using the exten-
sive MP-CALYPSO-60 dataset described in ref. 26. This dataset is
constructed by integrating two sources: (1) ambient-pressure crystal
structures obtained from the MP database, and (2) crystal structures
generated from previous CALYPSO60 CSP studies conducted over a
wide pressure range, with the majority of structures corresponding to
pressures between 0 and 300 GPa. See Supplementary S2 and ref. 26
formore details about the CALYPSOdataset. In contrast to the original
dataset in ref. 26, structures containing more than 60 atoms per unit
cell have been excluded. The resulting dataset comprises 657,377
crystal structures, spanning 86 elements and 79,884 unique chemical
compositions. CrystalFlow, trained on this dataset, is conditioned on
both chemical composition and external pressure, allowing it to gen-
erate crystal structures across a variety of pressure conditions. This
capability is particularly important for simulating realistic conditions
that materials may encounter in practical structure prediction
applications.

We randomly selected 500 pairs of chemical compositions and
pressures from the test set to serve as conditional inputs. For each
conditional input, one structure was generated using CrystalFlow, as
well as the previous developed Cond-CDVAE26 model, for comparative
analysis. For CrystalFlow, integration steps S = 100, 1000, and 5000
were employed, whereas, for Cond-CDVAE, a diffusion-based model, a
larger integration step of S = 5000 was used. To assess the quality of
the generated structures, all samples were subjected to DFT single-
point calculations and local optimizations at the corresponding target
pressure by VASP package61 (see Sec. IV G for computational details).
The relationship between the DFT-computed lattice stresses for the
initial structures and the target pressures specified as generation
conditions for everymodel is illustrated as scatter plots in Fig. 2a, while
Fig. 2b presents the distributions of enthalpy differences between the
structures generated by the two models, both before and after
optimization.

As observed in Fig. 2a, with the exception of a few outliers, the
structures generatedbyCrystalFlowacross all integration steps exhibit
significantly improved alignment with the target pressures compared
to those generated by Cond-CDVAE. This underscores CrystalFlow’s
superior ability to learn and incorporate the effects of pressure within
the generative modeling process. Consequently, the majority of
CrystalFlow-generated structures, evenwith integration steps as lowas
S = 100, exhibit lower enthalpy than those produced by Cond-CDVAE
(Fig. 2b), suggesting that CrystalFlow generates more physically
plausible lattice and geometric configurations. After optimization, the
distribution of enthalpy differences between the twomodels narrows,
as the optimization process mitigates the discrepancies between the
initial structures. This suggests that both models are effective in

learning and incorporating essential structural information from the
dataset. An additional comparison with the known lowest-enthalpy
reference structures in the dataset is provided in Supplementary S3.
The results are consistent with those presented in Fig. 2b.

In practice, neither CrystalFlow nor other state-of-the-art gen-
erative models can guarantee that the initially generated structures
correspond to true energy minima. Consequently, further quantum-
mechanical geometry optimization (e.g., usingDFT) is an essential step
to ensure the local stability of these structures. Notably, this optimi-
zation step is typically the most computationally demanding part of
the structure prediction workflow. To assess the computational effi-
ciency and practical utility of generative models, two key metrics are
considered: the convergence rate and the number of ionic steps
required during local optimization. The convergence rate reflects the
percentage of generated structures that successfully reach a local
energy minimum, while the number of ionic steps indicates the num-
ber of iterations needed to relax atomic positions and minimize the
total energy. As shown in Table 2, structures generated by CrystalFlow
generally achieve a higher convergence rate compared to those gen-
erated by Cond-CDVAE. Additionally, the number of ionic steps
required for CrystalFlow structures decreases with increasing inte-
gration steps, suggesting that higher integration steps improve the
quality of the generated samples. At an integration step of S = 5000,
CrystalFlow requires 39.82 average ionic steps, which is lower than the
45.91 steps needed for Cond-CDVAE, indicating a 13.3% reduction in
computational cost.

Further analysis reveals that ~55.2% of structures generated by
CrystalFlow (after local optimization), as determined by Structure-
Matcher, are new, i.e., not present in the training set. For comparison,
theMatterGen31 model achieves a newness rate of 61% in the DNG task.
Although differences in training sets and evaluation tasks preclude a
direct comparison, these results demonstrate that CrystalFlow
achieves a level of structural newness rate comparable to state-of-the-
art generative models.

In the previous test, we generated one sample for each randomly
selected chemical system from the test set. To further evaluate the
model’s performance on a specific system, we conducted a case study
using SiO2, a material known for its significant structural polymorph-
ism.We generated 200 SiO2 structures at 0 GPa, each containing three
formula units per unit cell (9 atoms), using both CrystalFlow with
integration steps S = 100, 1000, and 5000, and Cond-CDVAE with
S = 5000. The average energy curves, calculated relative to the cor-
responding local minimum for each structure during the optimization
process, are presented in Fig. 2c. These curves provide a quantitative
measure of both the initial deviation of the generated structures from
their local minima and the efficiency of their relaxation toward locally
stable configurations. As shown in the figure, CrystalFlow consistently

Table 1 | Crystal structure prediction (CSP) performance of CrystalFlow compared to previous generative models

MP-20 MPTS-52

method k S MR (%) RMSE RMSE-all t (min/10k) MR (%) RMSE RMSE-all t (min/10k)

CDVAE 1 5000 33.90 0.1045 0.3659 – 5.34 0.2106 0.4845 –

DiffCSP 1 1000 51.49 0.0631 0.2814 76.1* 12.19 0.1786 0.4608 310.4*

FlowMM 1 50–100 61.39 0.0566 0.2278 13.2* 17.54 0.1726 0.4426 26.4*

CrystalFlow 1 100 62.02 0.0710 0.2339 6.5 21.00 0.1613 0.4289 12.9

DiffCSP 20 1000 77.93 0.0492 0.1487 – 34.02 0.1749 0.3894 –

CrystalFlow 20 100 78.34 0.0577 0.1535 – 37.81 0.1584 0.3708 –

CrystalFlow 100 100 82.49 0.0513 0.1299 – 45.54 0.1633 0.3466 –

Results are evaluated on MP-20 and MPTS-52 datasets58. The match rate (MR) indicates the percentage of structures successfully reconstructed in the held-out test set. The normalized root mean
squared error (RMSE) is averaged over all matched structures, while RMSE-all denotes the RMSE averaged across all predictions-including both matched and unmatched pairs-following the
methodology of MatterGen31. Here, k denotes the number of sampling attempts for each target, S denotes the number of integration steps, and t denotes inference times measured on the test set
using an NVIDIA A800 device. MR and RMSE values for CDVAE, DiffCSP and FlowMM are taken from ref. 37. An asterisk (*) indicates results obtained from our evaluation under the same setup as
reported in the original papers, and we use S = 100 for evaluating FlowMM. Best results are marked in bold. Source data are provided as a Source Data file.
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yields lower energy curves compared to Cond-CDVAE, indicating that
structures generated by CrystalFlow are initially closer to their local
minima and require less relaxation to achieve stability. This result is
further supported by the faster convergence rates as a function of
ionic steps, as shown in Supplementary S4. It is noteworthy that, in the
later stages of optimization (after 40–50 steps), Cond-CDVAE exhibits
slightly lower average energies and reduced standard deviations. Our
analysis reveals that most structures converge within 50 ionic steps,
and the remaining uncertainties in the energy curves are primarily due
to a small subset of structures that are more challenging to optimize.
For these difficult cases, CrystalFlow-generated structures tend to
have higher relative energies, resulting in increased standard devia-
tions. The high quality of the structures generated by CrystalFlow,

which is further supported by the energy distribution of structures
(with S = 100) before and after optimization shown in Fig. 2d, as well as
the convergence rate and number of ionic steps detailed in Table 2.
With an integration step of S = 5000, CrystalFlow requires an average
of 31.99 ionic steps, which is about 27.9% fewer than the 44.36 steps
required by Cond-CDVAE.

DNG performance on MP-20
Finally, we evaluate theDNGperformance ofCrystalFlowon theMP-20
dataset to assess its potential for inverse materials design tasks. Initi-
ally, we train CrystalFlow on MP-20 without conditioning, and com-
pare its performance with other models using common DNG metrics,
including structural and compositional validity, coverage, and prop-
erty statistics. The structural validity is defined as the percentage of
generated structures in which all pairwise atomic distances exceed 0.5
Å. The compositional validity, on the other hand, refers to the per-
centage of generated structures with an overall neutral charge, cal-
culated using SMACT62. Coverage quantifies the structural and
compositional similarity between the test set and the generated
structures with a detailed definition given in Sec. IV H. For property
statistics, we evaluate the similarity between the test set and the gen-
erated structures in terms of density ρ and number of elements Nel,
using Wasserstein distances (wdist). We also measure the model’s
ability to generate stable, diverse, new materials, denoted as SUN
rate31. A structure is deemed stable (S.) if its energy above hull, relative
to Matbench Discovery63 convex hull, is negative. Among these stable
structures, one is considered new (N.) if it does not appear in the
training set. Furthermore, take all stable and new structures, a struc-
ture is classified as unique (U.) if it is distinct from all others. The SUN
rate was calculated after geometric optimization of the sampled
structures via pre-relaxation with CHGNet64, followed by DFT relaxa-
tion using the same settings as prior studies.

Table 2 | Performance in density functional theory (DFT) local
optimizations of structures generated by CrystalFlow and
Cond-CDVAE

Test set Si3O6

method S CR (%) ion-
steps

CR (%) ion-
steps

Cond-CDVAE 5000 82.20 45.91 96.00 44.36

CrystalFLow 100 89.20 49.84 100.00 35.65

CrystalFlow 1000 90.20 39.40 100.00 35.84

CrystalFLow 5000 90.60 39.82 100.00 31.99

The convergence rate (CR) indicates the percentage of structures that were successfully opti-
mized, while the number of ionic steps (ion-steps) refers to the iterations required to adjust
atomic positions tominimize the total energy. Statistics are 500 structures for chemical systems
randomly selected from the test set in MP-CALYPSO-60 (see Results section C and ref. 26), and
200 structures for the SiO2 system. Best results aremarked in bold. Source data are provided as
a Source Data file.

Fig. 2 | Performance comparison between structures generated by CrystalFlow
and the previous Cond-CDVAE26 model. CrystalFlow is trained on the MP-
CALYPSO-60 dataset (see Results section C). Integration steps of S = 100, 1000, and
5000 are utilized for CrystalFlow, while S = 5000 is employed for Cond-CDVAE.
a Hexagonal binned histograms of the relationship between the density functional
theory (DFT) computed lattice stress and the target pressure for 500 structures
generated by each model. The composition and target pressure are randomly

sampled from the test set. b Distributions of enthalpy (H) differences for these
structures before and after local optimization. cAverage energy curves during local
optimization for 200 SiO2 structures generated by each model at 0 GPa, with
shaded areas denoting standard deviation. d Energy distributions of these SiO2

structures before and after local optimization. Sourcedata are provided as a Source
Data file.
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The statistic results of 10,000 randomly generated structures
are presented in Table 3, and demonstrate that CrystalFlow achieves
a performance comparable to that of existing models across various
metrics. Although its compositional validity is marginally lower than
that of other approaches, CrystalFlow achieves the smallest wdist for
density, underscoring its capability to generate structures with more
physically reasonable lattice parameters. CrystalFlow achieves a
competitive stable and SUN rate among state-of-the-art models. For
example, the SUN rate of CrystalFlow (3.7%) is higher than that of
DiffCSP (3.3%) and FlowMM (2.3%), but lower than FlowLLM (4.7%)
and ADiT (4.7%). This comparison highlights both the strengths of
our approach and potential avenues for further improvement, such
as training on more comprehensive datasets (as in MatterGen),
adopting advancedmodel architectures based on transformers (as in
ADiT), or integrating large language models with diffusion/flow-
based frameworks.

To demonstrate CrystalFlow’s capability to generate structures
with targeted properties, the model is further trained on the MP-20
dataset with formation energy (EF) as a conditioning label. Subse-
quently, 10,000 structures are generated for each specified forma-
tion energy value, conditioned on EF = 0, − 1, − 2, − 3, and − 4 eV/
atom, respectively. To facilitate efficient evaluation, energy calcula-
tions and geometric optimization are performed using CHGNet64, a
universal and computationally efficient interatomic potential. Nota-
bly, after local optimization, ~93.5% of the generated structures were
identified as new - i.e., absent from the training set as determined by
StructureMatcher - highlighting CrystalFlow’s strong generative
capability.

We compared the distributions of EF for the generated structures
produced by CrystalFlow and Con-CDVAE25, a state-of-the-art model
for conditional DNG tasks, as shown in Fig. 3. The generated structures
exhibit EF distributions that are generally shifted in accordance with
the specified target values; however, the centers of these distributions
tend to be displaced toward higher-energy regions. Following geo-
metric optimization, the distributions become more closely aligned
with the target values. This improvement is particularly pronounced
for target EF values that are well-represented in the training dataset.
These results highlight the effectiveness of CrystalFlow in generating
structures with targeted properties and its ability to leverage training
data to improve the accuracy of conditional generation.

A quantitative evaluation of model performance is presented in
Supplementary S5, reporting themean absolute error (MAE) and root
mean square error (RMSE) between target and generated formation
energies. While the generated energy distributions generally follow
the target values, significant deviations persist, particularly for
underrepresented targets in the training data. The MAE ranges from
0.67 to 2.02 eV/atom before optimization and improves to 0.17–0.82
eV/atom after optimization, underscoring the challenge of high-
fidelity conditional generation with current crystal generative mod-
els. Notably, the Con-CDVAEmodel25 achieves superior performance,
with formation energy distributions more tightly centered on target
values, as shown in Fig. 3. This enhanced accuracy is attributed to
both the advanced architectural design of Con-CDVAE and the
incorporation of a property predictor, which filters latent variables
for structure generation at a ratio of 20,000:200. These findings
suggest that incorporating a property predictor could further
enhance the conditional generation capability of CrystalFlow in
practical material design applications.

Discussion
By integrating state-of-the-art generative modeling techniques with
domain-specific knowledge in physical and material science, we
introduceCrystalFlow, a crystal generativemodel specifically designed

Table 3 | Performance comparison of CrystalFlow in de novo generation (DNG) tasks with previous generative models

Validity (%) ↑ Coverage (%) ↑ Property ↓ Stable SUN

method Structural Compositional Recall Precision wdist (ρ) wdist (Nel) rate (%) rate (%)

CDVAE 100.00 86.70 99.15 99.49 0.688 1.432 1.6 –

DiffCSP 100.00 83.25 99.71 99.76 0.350 0.340 5.0 3.3

FlowMM 99.85 83.19 99.49 99.58 0.239 0.083 4.6 2.3

FlowLLM 99.94 90.84 96.95 99.82 1.140 0.150 13.9 4.7

MatterGen-MP – – – – – – 13.0 –

ADiT (MP20-only) 99.58 90.46 – – – – 14.1 4.7

CrystalFlow 99.55 81.96 98.21 99.84 0.169 0.259 5.1 3.7

Statisticswere performedon 10,000 randomly generated structures. The performances are evaluated in terms of structural validity, compositional validity, coverage recall, coverage precision, and
property statistics, including density (ρ) and the number of elements (Nel). The stable rate refers to the proportion of structures with a negative energy above hull, while the SUN rate represents the
proportion of structures that are simultaneously stable (S), unique (U), and new (N). Results for CDVAE, DiffCSP, FlowMM and FlowLLM are taken from ref. 41, and results for MatterGen and ADiT are
taken form ref. 36. Best results are marked in bold. Source data are provided as a Source Data file.

Fig. 3 | Performance of CrystalFlow and Con-CDVAE in de novo generation
(DNG) tasks with formation energy as the target property. Distributions of
formation energy (EF) for structures generated CrystalFlow, conditioned on target
values of EF = 0, − 1, − 2, − 3, and − 4 eV/atom. For each target, 10,000 structures
were generated. The dotted curve denotes the corresponding distribution of the
training set. For comparison, results fromCon-CDVAE trainedon theMP-20dataset
using the less strategy (MP20-L) are shown in the lower panel, as reported in ref. 25.
Source data are provided as a Source Data file.

Article https://doi.org/10.1038/s41467-025-64364-4

Nature Communications |         (2025) 16:9267 6

www.nature.com/naturecommunications


for the efficient exploration of the vast and complex materials space.
CrystalFlow exhibits strong capabilities in generating high-quality
crystal structures that adhere to fundamental physical principles and
satisfy target constraints, as demonstrated by its superior perfor-
mance across multiple benchmark datasets. These attributes position
CrystalFlow as a highly promising and versatile structure-sampling
tool, with significant potential for integration into a wide range of CSP
methods and materials design workflows.

Flow-based models offer several advantages over diffusion-based
approaches, including fewer integration steps and more flexible
choices of prior distributions, making them particularly appealing for
generative modeling in materials science. However, as this work
represents an initial step in exploring these capabilities, the full
potential of flow-based models remains to be comprehensively inves-
tigated. Future studies could focus on evaluating the influence of
integration strategies, integration lengths, and prior distribution
choices on thequality anddiversity of generated structures.Moreover,
incorporating fixed structural modifications or enforcing space group
symmetries during generation could further enhance the model’s
ability to produce realistic and physically meaningful crystal
structures.

Assessing the performance of CrystalFlow on larger and more
diverse datasets, as well as under multi-property constraints, would
provide valuable insights into its scalability, robustness, and applic-
ability to real-world materials discovery. Furthermore, integrating
CrystalFlow into broader generative frameworks—such as hybrid
architectures that combine flow-based models with autoregressive
approaches—holds significant promise for further improving its gen-
erative performance. These directions represent exciting opportu-
nities to advance the capabilities of crystal generative modeling.

We anticipate that this work will inspire further innovations at the
intersection of artificial intelligence, condensed matter physics, and
material science, ultimately advancing the discovery and design of
next-generation materials.

Methods
Continuous normalizing flow
In CrystalFlow, we model the conditional probability distribution
p(x∣y) over crystal structures in CSP/DNG tasks using CNF. This
advanced generative modeling technique connects the data distribu-
tion q(x1) with a simple prior distribution q(x0), such as a Gaussian,
through continuous and invertible transformations, enabling efficient
sampling and exploration of complex data spaces.

The CNF framework55 is based on a smooth, time-dependent d-
dimensional vector field u : ½0, 1�×Rd ! Rd , which defines an ODE:

dx
dt

=utðxÞ: ð1Þ

The solution ϕt(x) of this ODE, starting from ϕ0(x) = x, describes the
evolution of x over time. Modeling ut(x) with a neural network
vt;θ(t, x) allows us to transform a simple prior density p0 into a
complex target density p1 using the push-forward operation

pt = ½ϕt � * p0 defined by: ½ϕt � * p0ðxÞ : =p0 ϕ�1
t xð Þ

� �
det j∂�1

t =∂xj. The

time-dependent density pt(x) is governed by the continuity equation:
∂p/∂t = − ∇ ⋅ (ptut), ensuring conservation of probability mass.

Conditional flow matching
In many scenarios, the vector field ut(x) is intractable, posing sig-
nificant challenges for analysis and computation. To address this issue,
CFM56,57 presents a simulation-free training strategy that incorporates
an additional conditioning variable z. This methodology is effective
provided that a tractable conditional vector field ut(x∣z) can be
defined. Suppose that the marginal probability path pt(x) is a mixture

of probability pathspt(x∣z) that varywith some conditioning variable z,
that is,

ptðxÞ=
Z

ptðxjzÞqðzÞdz, ð2Þ

whereq(z) is somedistributionover the conditioning variable. Ifpt(x∣z)
evolves under a vector fieldut(x∣z) from initial conditions p0(x∣z), then
the vector field:

utðxÞ=
Z

utðxjzÞptðxjzÞqðzÞ
ptðxÞ

dz ð3Þ

generates the probability path pt(x) from initial conditions p0(x). The
CFM training objective becomes ut(x∣z).

This framework can be seamlessly extended to conditional gen-
eration with respect to a conditioning variable y in a manner of
classifier-free guidance65. In practical, we adopted a guidance factor of
1 in our conditional generation, meaning no empty-condition part was
used. In this case, the evolution of the system is described by:

dx
dt

=utðxjyÞ, ð4Þ

ptðxjyÞ=
Z

ptðxjzÞqðzjyÞdz, ð5Þ

utðxjyÞ=
Z

utðxjzÞptðxjzÞqðzjyÞ
ptðxÞ

dz: ð6Þ

And the training objective is still ut(x∣z).
Here, we utilize the independent coupling variant of the CFM (I-

CFM)66,67 framework, where the conditioning variable z is defined by
the pair (x0, x1), which represent the initial and terminal points. pt(x∣z)
is a probability path interpolating between x0 and x1. The boundary
conditions of Eq. (5) satisfy p0(x∣y) ≈ q(x0∣y) = q(x0) being the prior
distribution and p1(x∣y) ≈ q(x1∣y) being target distribution. The prior
q(x0), conditional probability path pt(x∣z) and the conditional vector
field ut(x∣z) are detailed in Sec. IV C. Finally, the training objective is
written as:

LCFMðθÞ=Et,qðx1 ,yÞ,qðx0Þk vt;θðt,x, yÞ � utðxjzÞ k2, ð7Þ

where vt;θ(t, x, y) is a time-dependent vector field parametrized as a
neural network with parameters θ.

Joint equivariant flow
In the context of crystal generative modeling, it is crucial to incorpo-
rate the fundamental periodic-E(3) symmetries of crystalline systems,
namely, permutation invariance, rotation invariance, and periodic
translation invariance, to enable data-efficient learning, computational
efficiency, and high-quality sampling. To ensure that the push-forward
distribution remains invariant under these symmetry transformations,
it is generally necessary to employ an equivariant flow in conjunction
with an invariant prior with respect to these symmetries68,69. In prac-
tice, achieving this invariance can bemademore tractable by carefully
selecting the representation of the crystal structureM and designing
an appropriate model architecture. A GNN is employed to intrinsically
account for permutation invariance. By utilizing a rotation-invariant
representation of the lattice and the fractional coordinate system, we
render the periodic-E(3) invariance tractable by fulfilling the periodic
translation invariance with respect to F.

In CSP scenarios, CrystalFlow generates crystalline materials by
concurrently evolving the lattice representation k and the fractional
atomic coordinates F. Let the prior distribution be q(x0) = q(k0)q(F0),
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where k0 and F0 denote the respective components of the initial state.
The conditional probability path ptðxjzÞ : =pk

t ðkjzÞpF
t ðFjzÞ is deter-

mined by the tuple utðxjzÞ : = ðuk
t ðkjzÞ,uF

t ðFjzÞÞ. In the following, we
derive the conditional probability path and the corresponding vector
field for each component.

Flow on lattice. This choice of invariant lattice representation k pro-
vides significant flexibility in defining both the prior distribution and
the conditional probability path. For simplicity, we adopt a Gaussian
priorqðk0Þ=N ðk0;μ

k
0,σ

k
0Þ, where themean and standarddeviation are

set as μk
0 = ð0,0, 0, 0, 0, 1Þ and σk

0 =0:1, respectively. The probability
path is defined with a time-dependent mean μk

t determined by linear
interpolation between the initial and terminal points, given by
μk
t = tk1 + ð1� tÞk0, and a constant standard deviation σk

t =σ
k . The

conditional probability path and vector field are formulated as:

pk
t ðkjzÞ=N kjtk1 + 1� tð Þk0, σk

� �2
I

� �
, ð8Þ

uk
t ðkjzÞ=k1 � k0: ð9Þ

By setting σk = 0, the conditional probability path reduces to a deter-
ministic interpolation, consistent with the Rectified Flow framework66.

Flow on fractional coordinates. As previously discussed, the push-
forward distribution pF

t ðFjyÞ, defined in Eq. (5), must satisfy periodic
translation invariance. According to Theorem D.1 in ref. 37, this
requirement can be fulfilled by employing an invariant q(z∣y) in con-
junction with a pairwise invariant conditional probability path pF

t ðFjzÞ.
We achieve this objective by, first, employing a uniform prior dis-
tribution qðF0Þ=UðF0;0, IÞ guarantees q(z∣y) is invariant, and second,
establishing the conditional probability path as a wrapped Gaussian
distribution bridging F0 andF1. Themeanof thewrappedGaussian,μF

t ,
is determined using minimum image convention and linear inter-
polation, expressed as: μF

t =F0 + tðwðF1 � F0 � 0:5Þ � 0:5Þ, where
w(x) = x − ⌊x⌋ represents the wrapping operation that ensures peri-
odicity. The standard deviation is taken to be constant, σF

t =σ
F . The

conditional probability path is then expressed as:

pF
t ðFjzÞ=Nw FjμF

t , σF� �2
I

� �
, ð10Þ

where N w represents the wrapped Gaussian distribution defined as:

N wðF;μ,σ2Þ /
X

Z2Z3 ×N

exp �k F� μ+Zk2
2σ2

� 	
: ð11Þ

This ensures the probability distribution keeps the same over any
periodwith interval 1,maintaining the crystal periodicity. Note that the
choice of N w also makes it unnecessary to add wrapping operation
on μF

t .
Let the flow be the following simplest form:

ϕF
t ðFÞ=wðσF

t ðzÞF+μF
t ðzÞÞ. Given that σF

t is constant, and neglecting the
singular points, the unique vector field is derivated as:

uF
t ðFjzÞ= _μF

t ðzÞ=wðF1 � F0 � 0:5Þ � 0:5 : ð12Þ

By construction, the conditional vector field uF
t ðFjzÞ is pairwise

invariant under periodic translations, resulting in the conditional
probability path pF

t ðFjzÞ being pairwise periodic translation invariant,
as demonstrated in Sec. IV I. We set σF = 0 to be consistent with the
Rectified Flow framework66.

Loss function. Regressing the vector fields uk
t in Eq. (9) and uF

t in Eq.
(12) gives rise to the total loss functionL used for training CrystalFlow,

expressed as:

L=Et,qðx1 ,yÞ,qðx0Þ λkLk + λFLF


 �
, ð13Þ

Lk = k vk
t;θðt,x,yÞ � uk

t ðkjzÞk2, ð14Þ

LF = k vF
t;θðt,x, yÞ � uF

t ðFjzÞk2, ð15Þ

where λk and λF are weights for the respective loss terms, x represents
the interpolating structure (kt, Ft), and y represents the chemical
composition A and external pressure P. The vector fields vk

t;θ and vFt;θ
are parameterized by neural networks with learnable parameters θ.

Flow on chemical composition. While CrystalFlow is primarily
designed for CSP, it can be readily extended to address inverse
materials designproblems,where the goal is to generatematerialswith
specific target properties. This process is described by the generative
model p(x∣y), where x = (F, L, A) and y denotes the desired properties,
such as formation energy. In DNG scenarios where A (atom types) is
not fixed, an additional CNF is required to generate A alongside the
other structural components.

To generate A, a one-hot encoding of atomic types is employed.
To reduce the dimensionality of this representation while preserving
the relationships among chemical species, the periodic table is reor-
ganized into a grid of 13 rows and 15 columns, with each species
assigned a unique row-column position (detailed in Supplemen-
tary S6). The row and column indices are encoded as one-hot vectors
and concatenated to represent each atomic type: (arow, acolumn). This
results in a compact 28-dimensional vector representation for each
atomic type. Since A is an invariant representation, the CNF applied to
A is analogous to that used for the latticek. Specifically,weemployed a
Gaussian prior qðA0Þ=N ðA0;0, IÞ 2 R28. The conditional probability
path and vector field are formulated as:

pA
t ðAjzÞ=N AjtA1 + ð1� tÞA0, σA� �2

I
� �

, ð16Þ

uA
t ðAjzÞ=A1 � A0, ð17Þ

where σA is also set to 0.
In comparison to the CSP task, an additional loss term for A is

introduced, defined as:

LA = k vA
t;θðt,x, yÞ � uA

t ðAjzÞk2, ð18Þ

where vA
t;θ is the predicted vector field. The total loss is given by:

L=Et,qðz, yÞ,pt ðxjzÞ½λkLk + λFLF + λALA�, ð19Þ

where λk, λF, and λA are weights. The vector field vAt;θ is parameterized
by neural networks.

Model architecture
AGNN is employed to predict the vector fields vk

t;θ and vF
t;θ for CSP, as

well as an additional vector field vA
t;θ for DNG. Note that the pairwise

invariance of uF
t ð�j�Þ under periodic translation should be satisfied,

which is equivalently described as a requirement for a velocity-like
vector field. Specifically, we adopted the GNN architecture imple-
mented in DiffCSP30. The GNN consists of L consecutive layers, where
HðlÞ = fhðlÞ

i j i= 1, . . . ,Ng denotes the node representations at the l-th
layer. The input features for node i are defined as
hð0Þ
i =φ0ðf tðtÞ, f AðaiÞÞ+φyðf yðy n AÞÞ, which simultaneously takes in

conditioning variables. Here, y⧹A represents user-specified condi-
tions excluding the atomic composition A. The functions ft, fA, and fy
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correspond to sinusoidal positional encoding, atomic embedding,
and Gaussian basis encoding, respectively. The updates for the node
feature hðlÞ

i and the edge featuremðlÞ
ij between nodes i and j at the l-th

layer are computed as follows:

mðlÞ
ij =φm hðl�1Þ

i ,hðl�1Þ
j ,k,FFT

ij

� �
, ð20Þ

hðlÞ
i =hðl�1Þ

i +φh hðl�1Þ
i ,

1
N

XN
j = 1

mðlÞ
ij

 !
, ð21Þ

where φ□ represent multi-layer perceptrons (MLPs). FFT
ij denotes the

Fourier transform of the relative fractional coordinate fj − fi, which is
periodic translation invariant. After L layers ofmessage passing of fully
connected graphs, the vector field is read out by:

vkt;θ =φk
1
N

XN
i

hðLÞ
i

 !
, ð22Þ

vF
t;θ =φF hðLÞ

� �
, ð23Þ

vA
t;θ =φA hðLÞ

� �
, ð24Þ

where φk, φF and φA are also MLPs. See Supplementary S7 for other
hyperparameters.

Model inference
During the inference stage, a random initial state x0 — comprising the
lattice parameters, fractional atomic coordinates, and, in the case of
DNG, atom types — is sampled from the prior distribution defined in
Sec. IV C. The final structure is subsequently determined by solving Eq.
(4) over the interval t ∈ [0, 1] using the trained vector field with a
numerical ODE solver, as expressed by:

x1 =x0 +
X1
t =0

sðtÞvt;θðt,xt ,yÞΔt, ð25Þ

where sðtÞ : = 1 + s0t is a scaling term introduced as part of the anti-
annealing numerical scheme37, and Δt = 1/S, with S 2 Z+ representing
the number of integration steps. Unless stated otherwise, we set
S = 100, corresponding to a step size of Δt = 1/100. The anti-annealing
parameter is set to s0 = 5 forCSP tasks, where it is applied exclusively to
F. For DNG tasks, the parameter is set to s0 =0, effectively disabling the
anti-annealing adjustment.

Structure matching
We utilized the StructureMatcher function in the Pymatgen library
tomatch structures andmeasure their similarity. Thematching criteria
are governed by the following parameters:

• ltol (lattice tolerance) controls the relative tolerance for com-
paring the lattice lengths of two structures. Two lattices are con-
sidered matching if their lattice vector magnitudes differ by less
than ltol relative to the compared lattice length.

• stol (site tolerance) sets the maximum allowed distance,
expressed a fraction of the average interatomic spacing ((V/N)1/3,
where V is the cell volume and N is the number of atoms), for
matching atomic sites between two structures. If the distance
between corresponding atoms is less thanstol times this average
spacing, those sites are considered matched.

• angle_tol (angle tolerance) specifies the maximum allowed
difference (in degrees) between the lattice angles of two struc-
tures during alignment, used in conjunction with ltol.

Unless otherwise specified, the default tolerance parameters
ltol=0.2, stol=0.3, angle_tol=5 are used throughout this work.

DFT computational details
DFT calculations were performed with the Perdew-Burke-Ernzerhof
(PBE) exchange-correlation functional70 and all-electron projector-
augmented wave method71, as implemented in the VASP code61. For
calculations of high-pressure structures in Results section C, an energy
cutoff of 520 eV and a Monkhorst–Pack k-point sampling grid spacing
of 0.25 Å−1 were used to ensure the convergence of the total energy.
The default settings of PBE functional, Hubbard U corrections, and
ferromagnetic initializations in Pymatgen59MPRelaxSet function were
employed. The maximum optimization ionic step and the maximum
running time are constrained to 150 steps and 20 hours, respectively.

Evaluation metrics for DNG tasks
Following previous works, we employ the coverage metric to measure
the structural and compositional similarity between the test set St and
the generated structures Sg . Specifically, let dSðM1,M2Þ and
dCðM1,M2Þ denote the L2 distances of the CrystalNN72 structural
fingerprints and the normalized Magpie73 compositional fingerprints.
The Coverage Recall is defined as:

Cov� R= 1
jSt j

��� Mi jMi 2 St, 9Mj 2 Sg,
n

dSðMi,MjÞ< δS,dC ðMi,MjÞ< δC

o���, ð26Þ

where δS and δC are pre-defined thresholds. The Coverage Precision is
defined similarly by swapping St and Sg . The recall metrics measure
how many ground-truth materials are correctly predicted, while the
precision metrics measure how many generated materials are of high
quality.

To evaulate the stability, uniqueness, and newness rates, we per-
form a two-step geometric optimization on each structure using
CHGNet followed by DFT relaxation. The energy above hull is com-
puted against the Matbench Discovery convex hull. These setups are
the same as ref. 36. A structure is considered stable if its energy above
hull is negative. The uniqueness and novelty are compared on self-to-
self and all structures in MP-20 dataset.

Proof for the invariance of the vector field
We first demonstrate that the conditional velocity field uF

t , as defined in
Eq. (12), is pairwise invariant under periodic translations. This invariance
ensures that the conditional probability path pF

t ðFjzÞ, as defined in Eq.
(10), is also pairwise invariant under periodic translations.

Specifically, let τ : = τ̂1>, where τ̂ 2 R3 × 1 is an arbitrary transla-
tion vector and 1 2 RN × 1 is a column vector of ones. The periodic
translation operation applied to the fractional coordinates F is then
expressed asg∘F≔w(F+ τ).Wenowdemonstrate thepairwiseperiodic
translation invariance of uF

t under this operation as follows:

uF
t ðg � Fjg � zÞ

=wðwðF1 + τÞ �wðF0 + τÞ � 0:5Þ � 0:5

=wðF1 + τ � bF1 + τc � F0 � τ + bF0 + τc � 0:5Þ � 0:5

=wðF1 � F0 � 0:5Þ � 0:5

=uF
t ðFjzÞ:

ð27Þ

Next, we demonstrate the pairwise periodic translation invariance
of the conditional probability path pF

t ðFjzÞ, as defined in Eq. (10).
Reformulating pF

t ðFjzÞ as:

pF
t ðFjzÞ=N wðFjF0 + tu

F
t ðFjzÞ,σ2

FIÞ, ð28Þ
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whereN w denotes the wrapped normal distribution, we proceed with
the proof as follows:

pF
t ðg � Fjg � zÞ

=N wðg � F; g � F0 + tu
F
t ðg � Fjg � zÞ,σ2

FIÞ
=N wðg � F;wðF0 + τÞ+ tuF

t ðFjzÞ,σ2
FIÞ

=N wðwðF+ τÞ;wðF0 + τ + tu
F
t ðFjzÞÞ,σ2

FIÞ
=N wðF+ τ;F0 + τ + tu

F
t ðFjzÞ,σ2

FIÞ
=N wðF;F0 + tu

F
t ðFjzÞ,σ2

FIÞ
=pF

t ðFjzÞ:

ð29Þ

Thus, the conditional probability path pF
t ðFjzÞ is shown to be

invariant under pairwise periodic translations. This result relies on the
properties of the wrapped normal distribution, as established in
Lemma 3 of Jiao et al.30.

Data availability
The authors declare that the main data supporting the findings of this
study are containedwithin the paper and its associated Supplementary
Information. MP-20 and MPTS-52 datasets and the trained model
checkpoints are available at Zenodo74 andGitHub (https://github.com/
ixsluo/CrystalFlow). Source Data and structures generated by Crys-
talFlow are available at Figshare75 under CC BY 4.0 license.

Code availability
The CrystalFlow source code is available at Zenodo74 and GitHub
(https://github.com/ixsluo/CrystalFlow) under the MIT license.
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