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Early detection of Alzheimer’s disease (AD) is critical yet challenging, particularly in younger
individuals. This study leverages artificial intelligence to analyze digital voice recordings from the Craft
Story Recall task within the Longitudinal Early-onset AD Study (LEADS) to (1) detect cognitive
impairment and (2) differentiate early-onset AD (EOAD) from early onset non-AD cognitive impairment
(EOnonAD). Using speech samples from 120 patients and 68 cognitively unimpaired controls, we
employed two classification approaches: feature-engineered machine learning and end-to-end deep
learning incorporating a Large Language Model. To detect mild cognitive impairment, the feature-
engineered model, using acoustic and linguistic features, achieved an AUC of 0.945 on the holdout
test set, while the end-to-end model yielded an AUC of 0.988. For differentiating EOAD from
EOnonAD, the feature-engineered model achieved an AUC of 0.804, and the end-to-end model
yielded an AUC of 0.904 on the holdout set. Explainability analyses revealed reduced linguistic

informativeness as a key AD indicator.

The moments when the insidious cognitive symptoms of Alzheimer’s dis-
ease (AD) begin to raise concerns mark the start of a long, tenuous journey,
as patients and families navigate the challenge of identifying the cause
among a myriad of other factors, such as fatigue, sleep deprivation, or
psychiatric disorders'™. These challenges are particularly pronounced in
younger individuals, where early signs are often overlooked or
misattributed”. This complexity helps explain why the chances of detecting
AD at the earliest clinical stage may be as low as 9%”. The fact that patients in
the early stages of AD have the lowest chance of receiving a correct diagnosis
signals a paradoxical misalignment in care, as this is precisely the time when
patients stand to benefit most from new disease-modifying therapies™”.
Major barriers to early diagnosis include a paucity of front-line clin-
ician knowledge about dementia’’, the insensitivity of standardized
screening instruments commonly used in primary care'’, the frequent
absence of an informant in primary care visits'”’, the lack of structured

cognitive assessments at annual wellness visits'’, and the discomfort and
even embarrassment among some clinicians in administering cognitive
tests'*"*. These challenges are further exacerbated for patients in rural or
underserved areas, who face significant disparities in accessing timely
diagnostic services'. As a result, by the time AD is eventually diagnosed,
many patients have already progressed beyond the stage where they could
benefit from disease-modifying treatments.

In evaluating the barriers to early AD diagnosis, it immediately
becomes clear that many of the longstanding challenges can be mitigated
through the advances of artificial intelligence (AI), ideally with expert
guidance'’. Al enables the accurate and objective measurement of various
behavioral domains as well as the detection of subtle patterns of change that
may elude human observers'®. Many of these advances can be applied
remotely, broadening access to diverse populations across geographic
locations. These capabilities have already transformed diagnostics in fields
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such as oncology”™' and cardiovascular diseases™”, yet they remain
underutilized in the realm of neurodegenerative disorders.

One particularly promising domain of behavior for early detection of
AD is language, as its production engages multiple cognitive capacities,
including memory, executive functioning, and sustained attention™. Speech
and language are rich in signals that can indicate mental states in both health
and disease, with the capacity to detect neuropsychiatric disorders well in
advance of their onset'*”. In this study, we provide proof-of-concept evi-
dence that Al-based analysis of short recordings of speech is a powerful
method for the early detection of cognitive impairment and its underlying
pathology.

As part of the Longitudinal Early-Onset AD Study (LEADS), we
digitally record the National Alzheimer’s Coordinating Center (NACC)
Uniform Data Set (UDS) neuropsychological battery in three groups: cog-
nitively unimpaired (CU) controls, patients with early-onset AD (EOAD),
and patients with early-onset cognitive impairment unlikely due to AD
(EOnonAD). For this study, we selected patients with a cognitive functional
status of Mild Cognitive Impairment (MCI)* and excluded LEADS patients
with mild dementia because detection and differential etiological diagnosis
at the earliest clinical stage is the most challenging problem. We focused on a
test from the battery with rich verbal content—the Craft Story Recall task—
to test the hypotheses that Al-based analysis of acoustic and linguistic fea-
tures from digital voice recordings would be able to 1) detect cognitive
impairment and 2) differentiate whether the impairment stems from
underlying AD pathology as confirmed by amyloid PET scan. We further
hypothesize that this Al-based approach would outperform manually
generated cognitive test scores in detecting cognitive decline and the likely
etiology of EOAD.

To test these hypotheses, we adopted two broad analytical approaches.
The first approach involved feature engineering with machine learning, in
which we extracted digital markers of speech and language, such as lexical
diversity and syntactic complexity, known for their diagnostic relevance as
well as novel features to train a machine learning classifier to detect patients
with MCI relative to CU and then also to differentiate EOAD from
EOnonAD. In the second approach, the End-to-End deep learning classi-
fication, we used a Large Language Model (LLM) directly on raw text
without the bias of any predetermined features, allowing the model to

autonomously identify linguistic patterns by leveraging its ability to process
complex textual data. For each analysis, we applied explainability AI (XAI)
methods to identify the most influential features driving classification
decisions. This approach enhances model transparency and provides
actionable insights into the underlying cognitive mechanisms of AD-related
changes in speech and language.

Results

Classifying patients with mild cognitive impairment from cogni-
tively unimpaired individuals

We first aimed at detecting mild cognitive impairment using short speech
samples. We tested the hypothesis that computational analysis of acoustic
and linguistic features from the Digital Voice samples would perform better
than typical manually-derived cognitive test scores at detecting cognitive
impairment at a mild clinical stage (in all CDR 0.5 patients compared to CU
controls).

In the feature-engineered classification, the predictive performance of
XGBoost models was evaluated across distinct feature sets using a nested
cross-validation framework on the training data (75% of the cohort), with
final validation performed on a held-out test set (25%). The model trained
on randomized values yielded a mean AUC of 0.443 (95% CI: 0.308-0.577).
The demographics-based model showed a mean AUC of 0.604 (95% CI:
0.488-0.720). The model trained on MoCA scores demonstrated a mean
AUC of 0.843 (95% CI: 0.788-0.898). The model based on the Craft Story
Recall verbatim score achieved a mean AUC 0f 0.904 (95% CI: 0.846-0.962).
The model employing speech and language features resulted in a mean AUC
of 0.881 (95% CI: 0.805-0.956).

The generalizability of each model was assessed on the independent
25% holdout set (Fig. 1). The model trained on randomized values yielded a
holdout AUC of 0.597. The demographics-based model showed a holdout
AUC of 0.564. The model trained on MoCA scores resulted in a holdout
AUC of 0.920. The model based on the Craft Story Recall verbatim score
achieved a holdout AUC of 0.863. The model employing speech and lan-
guage features resulted in a holdout AUC of 0.945 (precision = 0.958, recall =
0.767, and F1-score = 0.852).

SHAP analysis highlighted the key features contributing to the pre-
dictions of various XGBoost models (Fig. 2). Positive SHAP values indicate a

Fig. 1 | AUC-ROC curves demonstrate XGBoost 10
model performance for detecting cognitive
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Fig. 2 | SHAP summary plot shows feature importance for distinguishing
patients with cognitive impairment from CU controls. Positive SHAP values
indicate a higher likelihood of classification as a patient. Red represents higher values
for each feature, while blue represents lower feature values. LII was the strongest
predictor, with low language informativeness values increasing the probability that
the individual was a patient with cognitive impairment. LII was followed by pause
duration (high values make cognitive impairment more likely), number of sentences
(high values make cognitive impairment more likely), and word length (low values
make cognitive impairment more likely).

higher likelihood of classification as a patient with cognitive impairment;
negative SHAP values indicate a higher likelihood of classification as a CU
individual. The feature that contributed the most to the differentiation of
cognitively impaired patients from CU was the Language Informativeness
Index (LII), with CU individuals demonstrating higher LII values. This
finding indicates that patients with cognitive impairment produced lan-
guage during the delayed recall of the Craft story that was less semantically
similar to the original story than that produced by CU individuals. The
second most distinguishing feature was inter-word pause duration, with
cognitively impaired patients exhibiting longer pauses compared to CU
individuals. The third influential feature was the number of sentences, with
cognitively impaired patients producing more sentences than CU indivi-
duals. This increased sentence count may reflect a compensatory strategy to
mitigate their difficulty in constructing longer, more complex sentences.
Supporting this interpretation, we observed a significant negative correla-
tion between the number of sentences and sentence length across all par-
ticipants (r = —0.66, p < 0.001). Nonetheless, this compensation appears to
be partial, as the total word count among patients (mean = 36.3) remained
significantly lower than that of CU individuals (mean = 54.2) (t= —5.838,
P <0.001). The last feature contributing to the classification of cognitive
impairment was shorter word length.

In the end-to-end deep learning classification for detecting mild cog-
nitive impairment, we fine-tuned RoBERTa-base directly on speech tran-
scripts, eliminating the need for manual feature engineering. The model
demonstrated strong performance during hyperparameter optimization via
5-fold cross-validation, achieving a mean AUC of 0.927 (95% CIL
0.892-0.962) with an optimal learning rate of 3e—5 and batch size of 16.

When this best-performing model was evaluated on the completely
held-out test set, without any additional training to prevent overfitting, it
maintained generalizability. The model achieved an AUC of 0.988 on
unseen data (precision = 1.00, recall = 0.93, and F1-score = 0.97).

To better understand the linguistic patterns driving model predictions
for ROBERTa, we employed the LIME approach, which identifies word-level
contributions to classification decisions (Fig. 3). By aggregating the
importance scores of individual words, this method provides a broader
understanding of the linguistic patterns that consistently contribute to the
model’s predictions. Using LIME, the importance of each word was cal-
culated across all participant texts and aggregated into a collective impor-
tance distribution. Positive LIME values indicate a higher likelihood of
classification as a patient with cognitive impairment. Words that appeared
frequently across participants with consistently high importance scores were
identified and visualized. The top 25 influential words, ranked by their
average absolute importance, are presented in Fig. 3. The LIME analysis

identifies the most influential words that distinguish patients with cognitive
impairment from CU individuals include the absence of words indicating
specific people (such as “Ricky,” “neighbor,” and “Maria,”), words denoting
temporal specificity (such as “Monday” and “afternoon”, ‘3:30”), and spe-
cific verbs (“retrieve”, “barking”).

Classifying patients with EOAD from those with EOnonAD

We next classified cognitively impaired patients as EOAD or EOnonAD.
We tested the hypothesis that computational analysis of acoustic and lin-
guistic features from the digital voice samples would succeed at the challenge
of differential diagnosis, classifying cognitively impaired patients into
EOAD or EOnonAD as the likely etiology, which we did not expect tradi-
tional cognitive test scores to be able to do very well.

We evaluated the performance of various models using XGBoost on
multiple feature sets to distinguish EOAD from EOnonAD (Fig. 4). The
model trained on randomized values yielded a mean AUC of 0.584 (95% CI:
0.452—0.715). The demographics-based model showed a mean AUC of
0.616 (95% CI: 0.490—0.742). The model trained on MoCA scores
demonstrated a mean AUC of 0.736 (95% CI: 0.564—0.909). The model
based on the Craft Story Recall verbatim score achieved a mean AUC of
0.786 (95% CI: 0.676—0.895). The model employing speech and language
features resulted in a mean AUC of 0.789 (95% CI: 0.638—0.940).

The generalizability of each model was assessed on the independent
25% holdout set. The model trained on randomized values yielded a holdout
AUC of 0.495. The demographics-based model showed a holdout AUC of
0.538. The model trained on MoCA scores resulted in a holdout AUC of
0.593. The model based on the Craft Story Recall verbatim score achieved a
holdout AUC of 0.606. The model employing speech and language features
resulted in a holdout AUC of 0.804 (precision = 0.773, recall = 0.895, and F1-
score = 0.829).

We used SHAP to determine the importance of each feature in clas-
sifying EOAD from EOnonAD (Fig. 5). Positive SHAP values indicate a
higher likelihood of classification as EOAD. As shown in Fig. 5, the most
influential feature in indicating EOAD was higher word frequency (the use
of more common words), lower rate of proper nouns (e.g., “Ricky”), higher
adjective modifiers, and lower temporal modifiers.

In the end-to-end deep learning classification to distinguish EOAD
from EOnonAD, we employed RoBERTa-base, feeding it the raw tran-
scribed text from the delayed recall task. We performed a hyperparameter
search over learning rates (1e—5, 2e—5, 3e—5) and batch sizes (8, 16) using a
stratified 5-fold cross-validation on the 75% training set. The best config-
uration (learning rate: le—05, batch size: 16) achieved a mean cross-
validation AUC of 0.778 (95% CI: 0.701-0.856). The generalizability of the
best model from cross-validation was assessed a single time on the inde-
pendent 25% holdout set. The model achieved a holdout AUC of 0.904
(precision = 1.000, recall = 0.684, and F1-score = 0.812).

The LIME analysis highlighted the key words driving the end-to-end
deep learning classification of EOAD versus EOnonAD patients (Fig. 6).
Positive LIME values indicate a higher likelihood of classification as EOAD.
EOnonAD patients used more specific words such as “dogs,” and “barking”
compared to EOAD patients. EOnonAD were also more likely to use proper
nouns such as “Ricky”. EOAD patients used words that did not appear in the
story, such as “remember,” often used in sentences such as “I don’t
remember.”

Discussion

This proof-of-concept study demonstrates the transformative power of Al
analysis on Digital Voice in addressing a pressing challenge in dementia
care: the early and accurate detection of cognitive impairment and the
differentiation of Alzheimer’s pathology from other etiologies. By analyzing
digital voice samples from a brief neuropsychological task rich in infor-
mation relevant for cognitive function—the Craft Story delayed recall—we
achieved high classification performance that exceeded that of traditional
MoCA and manually scored Craft Story test scores. Furthermore, our
analyses focused on individuals with a Clinical Dementia Rating (CDR) of
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0.5 or lower, emphasizing detection at the earliest stages of cognitive decline
when disease detection is most challenging and interventions are likely to be
most impactful. This performance highlights the fact that there is much
more information in the verbal behavior being produced during test per-
formance than that measured by standardized neuropsychological scores,
supporting the value of voice recordings as a digital behavioral marker.
Findings such as this from our multi-center consortium underscore the
remarkable value of digital recordings of cognitive assessments, which is
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Fig. 3 | LIME analysis visualizes the top 25 token-level contributions to
RoBERT?’s classification of digital voice transcripts from the delayed recall of the
Craft Story. Words with more positive (rightward) values were more frequent in the
transcripts of patients with cognitive impairment, whereas words with more nega-
tive (leftward) values were more frequent in the transcripts of cognitively unim-
paired individuals.

being developed broadly within the Alzheimer’s Disease Centers Network
and National Alzheimer’s Coordinating Center.

We applied two approaches: (1) a feature-engineered machine learning
model that used extracted digital markers of speech and language, and (2) an
end-to-end deep learning model, RoBERTa, which is an LLM that classified
raw transcripts without relying on predefined features. While most recent
studies investigating this topic have combined hand-selected features with
embeddings derived from LLMs to maximize performance’™', we inten-
tionally kept these approaches separate to allow for a direct comparison
between patterns defined by human expertise and those discovered by the
model. The two approaches present a tradeoff between performance and
transparency. While feature-engineered approaches provide full transpar-
ency into the classification task, end-to-end deep learning models generally
offer higher performance.

Consistently, across both classification tasks in this study, the end-to-
end deep learning approach outperformed the feature-engineered model.
These findings align with prior work showing that BERT family models
outperformed hand-selected linguistic and acoustic features in detecting
clinically-diagnosed AD dementia relative to cognitively unimpaired
individuals™. A prior study of a combined group of patients with MCI/mild
dementia demonstrated that Al-based analysis of a short story detected
cognitive impairment with an AUC of 0.85 and predicted amyloid-PET
positivity within the MCI/dementia patients with an AUC of 0.78”. The
same group found that selected lexical and temporal speech features could
detect MCI with AUCs in the mid-0.70 ™. Thus, we extend prior work by
applying these techniques to milder cases and differentiating the etiology of
cognitive impairment based on an amyloid PET biomarker”. Furthermore,
in the prior study, the average accuracy of feature-engineered detection of
clinical AD dementia was 76% and that of the BERT-based procedure was
82%. To our knowledge, none of the prior studies have addressed the
challenge of differential etiologic diagnosis based on biomarkers, where our
accuracy reached 90%. The superior performance of end-to-end approaches
suggests that some indicators of AD either remain undiscovered despite
their discrete and human-interpretable nature or are fundamentally latent
statistical relationships in language usage that only deep learning models can
comprehensively capture.

Fig. 4 | AUC-ROC curves demonstrate model i ROC Curves - Performance on 25% Holdout Test Data
performance for classifying cognitively impaired 7
patients as EOAD or EOnonAD across various .
XGBoost methods. These data support the
hypothesis that speech and language features from
digital voice samples of Craft Story delayed recall 0.8
outperformed standard neuropsychological scoring
of this test as well as the MoCA, neither of which
performed very well.
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Fig. 5 | SHAP summary plot demonstrates feature importance for distinguishing
EOAD from EOnonAD. Positive SHAP values indicate a higher likelihood of
classification as EOAD. Red represents high feature values, while blue represents low
feature values. EOAD patients tended to use words of higher frequency, fewer proper
nouns, more adjectival modifiers, and fewer temporal modifiers.

A highlight of this study is the application of explainability algorithms
to probe model decision-making. In the feature-engineered approach, we
used SHAP to identify the most influential features driving classification
outcomes. For detecting cognitive impairment, the most predictive feature
was the Language Informativeness Index (LII), a measure we developed™ of
overall semantic similarity between a participant’s retelling and the original
story, indicating that reduced semantic fidelity is a hallmark of early
impairment. Another robust indicator was shorter word length. In distin-
guishing AD pathology, the use of less specific nouns, including proper
nouns, stood out, consistent with the prior literature**. EOAD patients
also used fewer temporal modifiers, such as the timing of events. These
features, and thereby insights into the underlying cognitive mechanisms, are
not captured through traditional approaches.

Although acoustic features such as shimmer, jitter, and harmonic-to-
noise ratio were included in the analysis, they did not emerge as significant
contributors in the feature selection process and ultimately did not enhance
classification performance. Instead, text-based features emerged as robust
indicators of early cognitive decline. This finding is consistent with prior
work!, where only text-based features remained significant after correction
for multiple comparisons. Pause duration is a noteworthy feature. While
technically derived from audio and often classified as an acoustic feature,
pause duration differs from classic voice-quality metrics such as shimmer
and jitter. Rather than reflecting vocal biomechanics, pause duration
additionally reflects underlying cognitive or language impairments, such as
a dysexecutive loss of train of thought, memory deficits, or lexical retrieval
difficulty. For this reason, we separated pause duration as a temporal rate-
based feature rather than a purely acoustic one.

To interpret the end-to-end model, we applied LIME, which revealed
word-level indicators of group membership. Among cognitively unim-
paired individuals, the presence of specific information—such as proper
names (“Maria”, “Ricky”) and temporal markers (“Monday”, “afternoon”)
—was predictive of preserved cognition. In contrast, patients with EOAD
used vague terms such as demonstratives and pronouns instead of specific
nouns. EOAD patients also used words that were not in the original story,
such as “remember”—typically when remarking that they do not remember
something. These words are not captured by conventional scoring systems
but clearly contain information useful for classification.

Crucially, both analytical approaches converged on a core factor likely
driving classification outcomes: reduced informativeness. Although patients
attempted to compensate for their shorter sentences by producing more of
them, their language remained vague. They relied on more general terms,
increased pronoun usage, and fewer temporal markers, resulting in less
specific and less informative communication. Some of these patterns were
explicitly captured in the feature-engineered approach using SHAP, while
others emerged through the words identified by LIME in the end-to-end
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Fig. 6 | LIME analysis of RoBERTa reveals influential words across digital voice
transcripts from the delayed recall of the Craft Story. Words with more positive
(rightward) values were more frequent in the transcripts of patients with EOAD,
whereas words with more negative (leftward) values were more frequent in the
transcripts of patients with EOnonAD. EOnonAD patients tended to use more
specific words (e.g., “dogs” and “Ricky”), whereas EOAD patients tended to use
words that were not in the story (e.g., “idea,” “remember”).

model. This interpretation is consistent with our recent cross-linguistic
work on Alzheimer’s disease using a picture description task. In both
English and Persian, AD patients used more pronouns, higher-frequency
words, and shorter sentences, all of which were correlated with reduced
LIT*. Historically, reduced informativeness has been measured by tallying
predefined elements—such as subjects, places, objects, and actions—men-
tioned in picture descriptions***’. However, that approach is constrained by
its categorical rather than graded scoring system and its reliance on a fixed
set of predefined elements. The automated techniques used here overcome
these limitations by providing a more nuanced, continuous, and context-
sensitive measure of informativeness.

It is important to highlight a key distinction between the explainability
methods used in the two classification approaches. In the feature-engineered
model, SHAP provides a comprehensive explanation by quantifying the
contribution of all features to the XGBoost model’s predictions. In contrast,
while explainability methods applied to LLMs, such as LIME, can identify
prominent word-level features that influence individual predictions, they
overlook the more distributed representations and nonlinear dependencies
that transformer models like RoOBERTa rely on. As a result, LIME offers only
a partial glimpse into the model’s decision-making, leaving many latent cues
unexplored™.

Looking forward, expanding this work to cohorts of larger sizes, wider
age ranges and socioeconomic backgrounds, languages other than English,
and free speech tasks will help test the generalizability of these linguistic
markers. In addition, future research should investigate whether these
speech-derived indicators can predict disease trajectory. The success of such
efforts could enable automated, scalable screening within primary care
settings to flag individuals for further evaluation, much like routine vital sign
checks or other physical examination measures. An obvious vision for the
future would be to incorporate brief real-world valid verbal cognitive tests
(such as story retelling) with digital voice recording and AI analytic tech-
nology into the primary care cognitive screening component of Medicare
annual wellness visits to facilitate the early identification of patients—par-
ticularly those with longitudinal change relative to their own baseline—for
referral for further evaluation. The use of these methods by specialists to
risk-stratify patients for invasive or expensive biomarker tests is also
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Table 1 | Demographic and neuropsychological
characteristics of participants

Cohort cu EOAD EOnonAD
N 68 76 44

Age, years 55.9 (5.7) 58.8 (3.8) 57.5 (5.5)
Education 16.6 (2.5) 15.5 (2.5) 15.6 (2.6)
Gender, % Female 63.3 52.7 34.1
CDR Global 0.0 (0.0 0.5 (0.0) 0.5 (0.1)
CDR Sum of Boxes 0.0 (0.0)* 3.0(1.1)P° 2.2(1.4)
MoCA Total score (30) 26.8 (2.7) 17.8 (5.3° 22.4 (4.6)
MMSE Score (30) 29.2 (1.0)° 23.5 (4.2)° 26.4 (3.3
Craft Story Immediate 22.1 (6.8 10.9 (15.3) 14.5(8.3)
Recall, verbatim score (44)

Craft Story Immediate 16.3 (4.3)* 9.5(15.2) 11.7 (5.4)
Recall, paraphrase

score (25)

Craft Story Delayed 20.3 (6.7)% 8.7 (18.9) 11.5(7.6)
Recall, verbatim score (44)

Craft Story Delayed 15.9 (4.3)* 8.3(18.8) 9.7 (6.7)
Recall, paraphrase

score (25)

Trail Making Test A, 26.6 (8.5)% 57.7 (37.9)° 36.3 (15.3)
seconds

Trail Making Test B, 68.0 (49.1)*  175.3(93.1)° 102.5(58.7)
seconds

Letter Fluency: # of 18.9 (17.5) 14.6 (17.8) 10.8 (5.8)
F words

Letter Fluency: # of 15.7 (10.9) 14.2(17.8) 11.1 (4.1)
L words

Category fluency: # of 22.8 (6.2)% 15.9(14.7) 18.0 (6.5)
animals

MiNT Total Score (32) 30.0(2.2) 29.9 (11.8) 26.9 (5.4)
Benton Figure Copy (17) 15.5(0.9) 15.7 (17.4) 14.6 (1.4)
Benton Figure Delayed 11.9 (2.6) 7.6 (18.8) 9.4 (4.0)

recall (17)

Values represent means and standard deviations (in parentheses) for each neuropsychological
measure. CDR Clinical Dementia Rating, MoCA Montreal Cognitive Assessment, MMSE Mini-
Mental State Examination. Values in parentheses in the first column indicate the maximum score.
%indicates statistical difference between CU and patients with cognitive impairment (EOAD and
EOnonAD), while ° indicates the difference between EOAD and EOnonAD, after Bonferroni
correction for multiple comparisons.

supported by their performance in this study in predicting amyloid PET
status in the patient group. Integrating digital voice and Al into routinely
obtainable behavioral samples, such as speech during a clinical appointment
or even a pre-visit smartphone screen, has the potential to streamline the
path from suspicion to timely diagnosis and life-changing interventions.

Methods

Participant information

This study used digital voice samples from participants in LEADS, a pro-
spective, multisite observational study registered on ClinicalTrials.gov
(NCT03507257)*. This study is designed to provide a comprehensive
characterization of the baseline and longitudinal cognitive and functional
characteristics, along with MRI, amyloid PET, tau PET, plasma, and cere-
brospinal fluid (CSF) measures in the largest sample of EOAD patients to
date. LEADS builds on the infrastructures established by the NACC and the
Alzheimer’s Disease Neuroimaging Initiative (ADNI). Biomarker collection
in LEADS closely mirrors ADNT’s protocols, leveraging informatics systems
developed by the Laboratory of Neuro Imaging (LONI). The study’s fra-
mework includes eight specialized cores -- Administrative, Clinical, MRI,
PET, Genetics and Biorepository, Biostatistics, Informatics, and

Neuropathology -- and operates across 19 clinical sites. The coordinating
center, based at the University of Southern California’s Alzheimer’s Ther-
apeutic Research Institute (ATRI), provides support for electronic data
capture, regulatory compliance, data management, clinical monitoring,
safety oversight, and reporting to the Data and Safety Monitoring Board".

This research was conducted in accordance with the Declaration of
Helsinki. LEADS has designated Indiana University (IU) as the central
Institutional Review Board (IRB). The study employs the SMART IRB
agreement to streamline the reliance process, with local Human Research
Protection Programs (HRPPs) at each site handling state and local policy
adherence. These HRPPs relay relevant guidelines to the ATRI Regulatory
Team and the central IU IRB, ensuring site-specific documents like
informed consent forms and HIPAA authorizations are customized from
IU-approved templates. The IU IRB then reviews and approves these
documents before site activation. Participants in LEADS provide informed
consent in accordance with the Declaration of Helsinki, U.S. federal reg-
ulations, state laws, and IU IRB policies. The IU IRB is responsible for
overseeing reportable events, study-wide and site-specific amendments, and
annual renewals, while local HRPPs manage additional reviews as per the
SMART IRB framework. The IRB Reliance Exchange (IREx) online portal is
used for the storage and distribution of approved documents across sites.

LEADS enrolls cognitively impaired patients under the age of 65 who
must meet National Institute on Aging—Alzheimer’s Association (NIA-AA)
criteria for MCI or mild dementia and have a global Clinical Dementia
Rating (CDR) score <1. LEADS does not exclude individuals with pre-
dominantly non-amnestic presentations. Therefore, patients meeting cri-
teria for the dysexecutive, logopenic primary progressive aphasia, or
posterior cortical atrophy variants are eligible to enroll. In addition, LEADS
enrolls CU individuals under the age of 65 who must have a Mini-Mental
State Examination (MMSE) score of 224, a global CDR =0, and a score
within the cognitively normal range on neuropsychological testing™.

All LEADS participants undergo comprehensive clinical evaluations
using the NACC UDS protocol, neuropsychological assessment, magnetic
resonance imaging*’, amyloid PET with Florbetaben (FBB) PET, and tau
PET with Flortaucipir (FTP) PET*"*. These FDA-approved radiotracers are
validated for detecting moderate-to-frequent neuritic plaques and Braak
V-VI neurofibrillary tangles, ensuring reliable assessment of Alzheimer’s
pathology”. All LEADS participants are invited to consent to a blood draw
and lumbar puncture for fluid biomarker evaluation™. A detailed visual read
and quantitative assessment of each patient’s amyloid PET scan is per-
formed to classify each patient as EOAD or EOnonAD (see below), and
genetic analysis is used to confirm the absence of autosomal dominant
pathogenic genetic abnormalities".

To classify each cognitively impaired participant as EOAD or
EOnonAD"Y, Florbetaben (FBB)-PET scans are visually read as amyloid-
positive or amyloid-negative using validated criteria by one of the certified
PET core physicians at UCSF. Each FBB scan is first read by a single phy-
sician, without access to participants” clinical information or scan quanti-
fication. After reading the scan and saving their interpretation, each
physician has access to the SUVRpgr_onyy value. If both classifications are
positive, the participant is assigned to the EOAD cohort. If both are negative,
the participant is assigned to the EOnonAD cohort. If visual read and
quantification-based classification are incongruent, a second visual read is
performed by an additional reader who is blind to the previous read and
quantification. This second read is used as a tiebreaker.

In this study, we included 120 patients with MCI and 68 CU controls.
To focus on the patient group with the mildest impairment, we analyzed
individuals with a Clinical Dementia Rating of < 0.5 (excluding those with
mild dementia, CDR = 1). Of these patients, 76 participants had a diagnosis
of MCI due to EOAD, and 44 had a diagnosis of MCI due to EOnonAD. For
clinical and demographic information on the participants, see Table 1. The
sample size for each group reflects the digital voice samples available for
analysis.

The NACC UDS 3.0 Neuropsychological Test Battery is a standardized
set of cognitive assessments designed to evaluate various cognitive domains.
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Fig. 7 | The two main approaches of this study for classification. A Feature-engineered and B end-to-end deep learning.

The UDS 3.0 battery includes a global cognitive screening test (the Montreal
Cognitive Assessment, MoCA), and tests that measure memory (Craft Story
21, Benson Figure Delayed recall), attention/working memory/processing
speed (Number Span forward and Backward, Trail-making Test part A),
executive function (Trail-making Test part B, verbal fluency), and language
(verbal fluency, Multi-lingual Naming Test), providing a reasonably com-
prehensive assessment of cognitive function at each time point. In LEADS,
this battery is supplemented with other tests, including the Mini-Mental
State Examination. The NACC UDS 3.0 neuropsychological measures are
widely used across Alzheimer’s Disease Research Centers (ADRCs) in the
United States, allowing for data harmonization and comparative research
across diverse populations.

Digital voice samples

The digital voice samples used in the analyses for the present study were
obtained from the delayed recall sections of the Craft Story 21 Recall test™.
The Craft Story 21 Recall test evaluates a participant’s ability to remember a
short story. In the Immediate Recall phase, the participant retells the story
immediately after hearing it. During the Delayed Recall phase, the partici-
pant recounts the story after a 20-minute interval. Scoring is conducted
separately for verbatim recall (maximum score: 44) and paraphrase recall
(maximum score: 25). These verbal responses from LEADS participants are
digitally recorded. For this study, we analyzed digital voice samples from the
verbatim scoring of the delayed recall phase of the test.

To record verbal neuropsychological assessments, each LEADS site
is supplied with an Olympus WS-852 digital recorder. When starting
each session, the coordinator administering the testing makes a recording
stating the participant identifier (ID) and visit ID to distinguish the new
set of recordings from previous recordings (participant name, date of
birth, or any other protected health information (PHI) is not recorded).
After reading instructions to the participant for each test, the coordinator
starts the recording and records each test as a separate file. After each
session, recordings are downloaded to a computer connected to a secure
shared file directory on the site’s local network. Files are named using a
standard naming convention that includes indicators for the study
name, site identifier (ID), participant ID, and visit ID (e.g,
LDS0370001_Craft R_V1). The files are then uploaded for permanent
storage to IU’s Microsoft OneDrive audio recordings account. Each site is
responsible for ensuring that no PHI is included in the recordings prior

to uploading the files. The additional activities required for capturing and
managing these digital audio files at each site require approximately
10-15 minutes per participant per session.

For this project, we downloaded the digital audio files. To ensure the
recordings captured only the participants’ responses, interjections from the
coordinator at each site were removed manually, a process that takes about
one to two minutes per audio file. The samples were automatically tran-
scribed using Google Cloud Speech-to-Text. Each text file was then
manually corrected by listening to the audio file, a process that takes about
three to five minutes per file. As part of the preprocessing, the transcripts
were converted to lowercase, a standard practice aimed at reducing varia-
bility in the input data, such as differences arising from the position of words
within a sentence. The final text file included audio transcripts with each line
containing one sentence. A sentence was defined as an independent clause
and all clauses dependent on it™.

The primary objectives of this study were to test the hypothesis that (1)
computational analysis of acoustic and linguistic features from the digital
voice samples would perform better than typical manually-generated test
scores at detecting cognitive impairment (in very mildly impaired patients
compared to CU controls; and (2) acoustic and linguistic features from the
digital voice samples would be able to differentiate EOAD from EOnonAD
patients.

Classification approaches

To test each hypothesis, we employed two distinct approaches. In the first
approach, audio files and transcribed texts were used to extract acoustic
features from digital voice audio files and linguistic features from tran-
scribed language samples (Fig. 7A). A machine learning classifier, XGBoost,
was trained to perform the classifications based on the extracted features.
We refer to this approach as feature-engineered classification. In the second
approach, no features were explicitly extracted (Fig. 7B). Instead, the raw
transcribed text was directly input into an LLM, RoBERTa™, allowing it to
perform the classification without any prior assumptions about the data. We
refer to this as the End-to-End deep learning classification. Of the available
LLMs, we chose RoOBERTa** as in our recent work that benchmarked various
LLMs-- including LLAMA-3-8B-Instruct, Mistral, GPT-3.5-turbo, and
GPT-40-mini-- we found the model has superior performance in classifying
texts of patients with neurodegenerative disorders™. All analyses were
performed using Python 3.12.3.
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We measured various acoustic features, speech rate-based features,
lexicosyntactic features, and semantic features from each Digital Voice
sample, as detailed below.

Acoustic features were extracted from digital voice audio files. The
audio preprocessing pipeline involved volume normalization, noise
reduction, and application of a bandpass filter. We included a wide range of
voice features, comprising fundamental frequency statistics (meanFOHz,
stdevFOHz), a measure of vocal breathiness (harmonic-to-noise ratio),
various types of frequency perturbation to capture vocal roughness (local
jitter, local absolute jitter, relative average perturbation, 5-point period
perturbation quotient, difference of differences of periods), distinct types of
amplitude perturbation (local shimmer, 3-point amplitude perturbation
quotient, 5-point amplitude perturbation quotient, 11-point amplitude
perturbation quotient, difference of differences of amplitudes), Mel-
frequency cepstral coefficients, and the average of the first four formant
frequencies (f1_mean, f2_mean, f3_mean, f4_mean) to characterize vocal
tract resonance, using Parselmouth Praat Scripts in Python™.

The rate-based features captured temporal characteristics of speech in
audio files: articulation rate (number of syllables per second), speech rate
(number of words per second), and pause duration (average word-to-word
intervals in seconds). For these measures, we developed a Python-based
pipeline that integrates Google Cloud Speech-to-Text API for transcription,
and the Syllable counts for each word were obtained using the Carnegie
Mellon University Pronouncing Dictionary (cmudict Python package) for
syllable counting. Google Cloud Speech-to-Text API was used to generate
word-level timestamps. The transcription process included automatic
punctuation and word time offsets, enabling precise calculation of word
durations and inter-word pauses.

To extract lexicosyntactic features from transcripts of digital voice files,
we used our MGH FTD Unit Quantitext toolbox as previously described™*".
These features included word frequency, syntax frequency, sentence length,
and word length. Furthermore, part-of-speech tagging and syntactic
dependency parsing were performed using the Stanza natural language
processing toolkit™, a pipeline for multi-lingual text analysis. Stanza utilizes
deep learning-based models trained on Universal Dependencies treebanks
to provide robust and accurate linguistic annotations, including tokeniza-
tion, lemmatization, part-of-speech tagging, and dependency parsing.

As the above features capture specific and localized aspects of the
participants’ responses rather than the overall meaning, we also incorpo-
rated our Language Informativeness Index (LII), which measures the
semantic similarity between the participants’ responses and the original
s'[ory'3 °. To compute LII, we used a transformer-based model, “bert-base-nli-
mean-tokens” from the Sentence Transformers library. This specialized
version of the BERT (Bidirectional Encoder Representations from Trans-
formers) model is optimized for generating sentence-level embeddings®.
The “bert-base” variant is a compact, efficient architecture with 12 trans-
former blocks, 768 hidden units, and 12 attention heads, making it ideal for
natural language processing tasks. The transcripts of the original story and
participant responses were transformed into a high-dimensional vector
representation (embedding) using the BERT model, and LII was calculated
by measuring the cosine similarity between these embeddings, with a value
of 1 indicating maximum similarity.

Machine learning classifier. For feature-based classifications, we
employed XGBoost classifiers combined with a nested cross-validation
pipeline applied to the 75% training set to ensure unbiased performance
estimation. XGBoost (eXtreme Gradient Boosting) is a powerful machine-
learning algorithm known for its efficiency, scalability, and ability to capture
complex patterns in data®'. It builds an ensemble of decision trees trained
sequentially, where each new tree corrects the errors made by the
previous ones.

To prevent overfitting and over-optimistic results, both feature selec-
tion and hyperparameter tuning were performed internally within each fold
of the cross-validation on the training data. Specifically, we used a stratified
10-fold cross-validation framework. Within each of the 10 training folds, we
performed a sequential forward selection process to identify the most

predictive feature set”. Subsequently, a nested hyperparameter grid search

was conducted on that same training fold to optimize the model parameters.
This ensured that the test fold was completely held out from all aspects of
model development to provide a reliable estimate of generalizability.

We evaluated the classification performance of a series of models based
on specific variables. The first model was based on a random variable to
establish a chance-level baseline. The next model used demographic data,
including age, sex, and years of education. We also ran a model using the
MoCA score and a model using the Craft Story verbatim score on the
delayed story recall. Finally, we ran the feature-engineered model using the
speech and language features. To address the class imbalance, each XGBoost
model was trained using a scale_pos_weight parameter, which weights the
minority class during model training based on the inverse class frequency to
avoid biased predictions and improve model calibration®.

The hyperparameter grid search was performed inside the cross-
validation loop as described above. We used the scikit-learn package to
explore a focused grid of key hyperparameters: maximum tree depth,
learning rate, and subsample ratio. This nested approach allowed us to
systematically identify optimal hyperparameter configurations while
maintaining computational feasibility and ensuring that the reported per-
formance metrics are unbiased.

To understand the contribution of individual features to the predic-
tions, we employed SHAP (SHapley Additive exPlanations) for model
interpretation®. SHAP values provide a unified measure of feature impor-
tance by quantifying the contribution of each feature to a specific prediction.
This approach allowed us to identify which features had the most significant
impact (and in what direction) on the model’s decisions.

In our end-to-end deep learning approach, we performed classification
directly on speech transcripts without manual feature engineering. We
employed the base RoBERTa-base model, a robust transformer architecture
pre-trained on a large corpus of text, for binary sequence classification. The
model was initialized using the RobertaForSequenceClassification class
from the Hugging Face transformers library and fine-tuned for two output
classes.

To enhance performance on our imbalanced dataset and improve
generalization, we implemented several techniques. We mitigated class
imbalance by down-weighting the loss assigned to well-classified examples
and focusing training on harder, misclassified instances using Focal Loss.
Furthermore, we used a WeightedRandomSampler during training to
ensure each batch contained a balanced representation of both classes,
preventing the model from being biased toward the majority class.

We also employed data augmentation through synonym replacement
to artificially expand the training set. We conducted a systematic grid search
to optimize key hyperparameters, evaluating learning rates (1e-5, 2e-5, 3e-5)
and batch sizes (8, 16) using a 5-fold stratified cross-validation on the
training cohort. This rigorous process identified an optimal learning rate of
3e-5 and a batch size of 16. The model was fine-tuned using the AdamW
optimizer with weight decay (0.01) and gradient clipping (max norm=1.0).
We incorporated a linear learning rate scheduler with warmup and
implemented early stopping with a patience of 3 epochs to prevent
overfitting.

The best-performing model from cross-validation was selected and
evaluated directly on the held-out test set (25% of the data) without any
additional training, ensuring an unbiased assessment of its generalization
performance. Predictions were made by applying a softmax function to the
model’s output logits to compute class probabilities.

To interpret the predictions of the RoBERTa model, we employed the
Local Interpretable Model-agnostic Explanations (LIME) technique®.
LIME generates interpretable explanations for individual predictions by
perturbing input text and measuring the impact of each token on the
model’s output probabilities. The model’s softmax probabilities were passed
to LIME, which identified the top influential words for each instance.
Feature importance scores were aggregated across all participants to high-
light consistent patterns in token contributions to classification decisions.
For visualization, the top 50 influential words were selected and plotted, with
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importance scores distributed along a horizontal axis and words displayed
vertically.

For each classification, we employed a stratified holdout validation
method, partitioning the data into a 75% training set (used for cross-
validation and hyperparameter tuning) and a held-out 25% test set, pre-
serving the original class distribution in both splits. Classification perfor-
mance was evaluated using the Area Under the Receiver Operating
Characteristic curve (AUC-ROC), in addition to precision, recall, and F1-
score for language-based models.

Data availability
The data and code associated with this work can be accessed through a
request to the senior author, Bradford Dickerson.

Code availability
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